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Abstract
The ability to predict short-term changes in traffic flow is beneficial in intraday traffic management as a
means to tackle congestion. This is stated as a key strategic outcome of Scotland and the UK’s national
transport strategy, and much research has recently shown that machine learning is well-suited to this
supervised time series regression problem. However, whilst various works have reported the efficacy of
various types of artificial neural network, very little work has robustly and directly compared similar
approaches. This paper therefore presents a comparative analysis of 21 model types, including
recurrent neural networks (including LSTM and GRU, which have dominated the discourse recently), as
well as traditional feed-forward neural networks, gradient boosting, and several other key machine
learning approaches such as random forests, k-nearest neighbours, and support vector regression. The
work uses traffic flow data from 411 sensors over a 100km urban area in Milton Keynes, UK, for a threemonth period, based on a recent project using intelligent cameras to count and classify vehicles.
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A grid search for lag, model size, dropout factor, and training hyper parameters (as appropriate per
model type) was conducted over 66% of the data for each of the approaches, and their best accuracy
over the remaining data was compared. It was found that deep learning models performed best when
predicting at 15 minutes ahead or more, but vector autoregression performed best at a 5-minute horizon,
according to the mean absolute error and mean-squared error metrics. Also, gradient boosting offered
competitive results at all horizons, and significantly less sensitivity to tuning than the neural network
approaches, so offers a compelling alternative for some use cases. Further work will extend the models
analysed to include graph convolutional neural networks, and compare the models using more data.
The study contributes a comparative analysis of machine learning approaches to short-term traffic
prediction, which was not observed in the literature to date, and leverages bigger data and computing
power than typically observed in related works. Overall, the findings do support the ongoing trend
towards deep learning approaches in this field but suggest that more work is required for them to
decisively outperform other methods.
1 Introduction
Short-term traffic prediction is an important element of modern urban traffic management and control
(UTMC) systems (Ou et al. 2017, Yu et al. 2017), yet a robust and recent comparison of state-of-the-art
technologies in this rapidly advancing field is missing. This paper therefore aims to contribute practical
findings from a rigorous and extensive comparative analysis of data-driven approaches to this problem.
Traffic prediction enables UTMC operators to proactively intervene in traffic systems, offering the
potential to avoid or mitigate issues greatly (Polson and Sokolov 2017, Ou et al. 2017). To promote the
development of accurate, low latency prediction systems, a great deal of research and development has
occurred since the 70’s (Högberg 1976, Robertson et al. 1977), producing a wide range of approaches.
Recently, machine learning has gained widespread interest across many industries, including various
applications related to transport (Asencio-Cortés et al. 2016, Fouladgar et al. 2017, Ma et al. 2017, Sun
et al. 2017, Yi et al. 2017). It is relevant to categorise these approaches as either ‘deep learning’ or
‘other ML’, given the recent acceleration of deep learning technologies. Indeed, deep neural networks,
especially the latest evolutions of recurrent neural networks, are generally regarded as offering state-of
-the-art performance in recent literature (Yi et al. 2017). However, more traditional statistical approaches
such as variations of autoregression are still widely used (Gao et al. 2018). These groupings are
discussed further in the background section.
Very little research in this area conducts a broad comparison against prior work, and a meta-analysis of
recent advances was not observed in the literature. This study therefore compares the latest
approaches, and also includes machine learning methods from the wider data science field and more
traditional approaches. The models are compared in terms of accuracy as well as pragmatic
considerations such as training and prediction time, sensitivity to hyperparameter tuning, and
implementation complexity. Therefore, this paper contributes a rigorous comparison of short-term traffic
prediction approaches from a wide perspective. The paper’s key research question is: ‘what are the best
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short-term traffic prediction approaches, and what are their key strengths and weaknesses for real-world
deployment’?
The study is contextualised within a project in Milton Keynes, UK, supported by InnovateUK, where 411
smart cameras were installed across every major junction in the city. These sensors collect anonymised
traffic flow data, including vehicle classifications, using computer vision technology. To the author’s
knowledge, this is the first short-term traffic prediction study which uses data collected in this manner,
and is also the first to incorporate data of such a high spatial granularity across an urban environment.
The study also compares the top models with using historical averages for prediction.
The paper begins by reviewing the short-term traffic prediction landscape, before describing the data
collection and comparative analysis methodology. The results are then presented and discussed before
concluding remarks.

2 Background
Clear social and commercial value, and convenient use cases, have led to short-term traffic prediction
being widely researched since the 70’s (Högberg et al. 1976), with mature schools of thought and
products emerging. However, the rapidly changing wider technological landscape has resulted in new
open avenues in the field, and a new perspective on traditional approaches is widely observed in the
literature (Fouladgar et al. 2017, Yang et al. 2017). Whilst the majority of earlier work in the field can be
broadly described as either deterministic or statistical in nature, recent literature is dominated by
machine learning approaches (Fouladgar et al. 2017, Kanestrøm 2017, Yang et al. 2017), resulting in
three high level groups of approach: simpler statistical approaches, machine learning, and deterministic
approaches. Comparing these bodies of work has been the subject of several studies (Oh et al. 2015,
Barros et al. 2015), which have highlighted that each approach has benefits and drawbacks. This brief
background discussion draws upon a literature review of c.100 sources across academia and industry.
Deterministic models aim to represent the underlying mechanics of the system through mathematical
formulae, at either the macroscopic, mesoscopic, or microscopic level. Macroscopic models describe
the overall behaviour of the system, whereas microscopic models define each individual agent and road
feature. Mesoscopic models are therefore anything between these two groups, and typically break down
the overall system into groups of homogenous elements. Unfortunately, these models suffer the main
drawback of requiring full state estimation in order to be comparable to other online traffic prediction
approaches. Whilst work has been conducted to overcome this challenge (Milkovits et al. 2010), it
remains a significant hurdle.
Statistical time-series modelling aims to capture the “inherent structure” in a signal by studying its
mathematical properties and relationships, and uses various statistical approaches to accurately
recreate and subsequently forecast the signal (Ratnadip, 2013). These approaches range from naively
assuming that traffic conditions remain constant, or will exhibit a random walk behaviour, to variations
on the autoregressive integrated moving average (ARIMA) model, for example to account for seasonality
and rainfall, and to support multiple inputs and outputs through a vector autoregression.
Whilst statistical approaches such as ARIMA and VARMA are still often used as the baseline for traffic
prediction models, they are argued to be poorly suited to leveraging the big data which is increasingly
available (in terms of variability and velocity as well as volume). Many examples are now present of
machine learning models which claim to outperform statistical models (Fouladgar et al. 2017, Ma et al.
2017, Dai et al. 2017). The defacto machine learning model in this field is the feedforward artificial neural
network (ANN), which is also increasingly used as a baseline in recent studies. In this typical ANN
architecture, the input data is passed through a network of nodes, which consist of an activation function
and a learned weight. Within the past 5 years, the growth of deep learning has increasingly impacted
the traffic prediction field; primarily through the growth of popularity in recurrent neural networks. Despite
this though, the performance of deep learning remains to be proven for traffic prediction against
alternative ML approaches which are popular in other fields, such as gradient boosting.
Machine learning models draw heavily from statistical models, and there is significant overlap between
these classifications. However, in machine learning there is generally a greater emphasis on iteratively
tuning a model based on many observations. This includes a wide range of approaches, which are
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grouped herein as ‘deep learning’ and ‘other ML’. Aside from deep learning, ML approaches range from
simpler linear models (for which many people would debate the ‘machine learning’ moniker), support
vector machines (SVM), k-nearest neighbour (kNN) models, decision tree (DT) models (and ensembles
of these), and probabilistic models.
Recurrent neural networks (RNNs) are arguably the most widely researched machine-learning approach
to traffic prediction at present. They are well-suited to modelling sequential patterns, and as such have
gained significant adoption for natural language processing. Long Short-Term Memory (LSTM) neural
networks and Gated Recurrent Unit (GRU) neural networks are the most significant manifestations of
recurrent neural networks. These model types overcome the vanishing (and exploding) gradient problem
observed in RNNs due to the repeated use of the recurrent weight matrix. Alongside deep feedforward
neural networks, these models represent the deep learning models included in this study.
Whilst RNNs and their variations have been widely researched recently, many other machine learning
approaches are available for regression, as listed previously. SVM regression models have existed since
1963 (Vapnik and Lerner, 1963), and essentially fit a multi-dimensional, possibly non-linear, ‘tube’ to the
data, where the majority of the data then sits within the tube, that is then used for predictions. kNN
models are one of the simplest types of machine learning: they find the most similar instances in the
past to the current system state, and make a prediction based on the average of what happened after
the similar historical instances (Sun et al. 2017). Probabilistic models extend the point estimates of the
prior models by considering the probability distributions of the model’s inputs and outputs, typically
according to gaussian distributions (Lindsten et al. 2017). Decision trees work by iteratively splitting a
dataset according to decision nodes (e.g. is the value of data stream 1 bigger than 0.5?) in a manner
which optimises the reduction of entropy achieved by the split. It is now common practice to aggregate
the predictions of many shallow trees in a strategic manner rather than relying on a single tree, which is
referred to as an ‘ensemble’ model. Gradient boosting and AdaBoost are examples of ensemble models
and vary in the strategy they use for combining the models. An ensemble model combines the
predictions of multiple models to produce a more accurate prediction overall. This ensembling can
involve homogeneous models or heterogeneous models and can involve a small number of strong
learners or a larger number of weak learners. Ensembles which use decision trees are especially
common, but any base model could be combined, albeit in varying manners. Providing a full description
of these model types is beyond the scope of this paper, but many introductory texts on machine learning
are available for further reading.
In comparing machine learning approaches to statistical approaches, it is relevant that the performance
of the more traditional statistical approaches has been relatively stationary for years, whereas more
complex machine learning approaches continue to improve, as further research is combined with bigger
data and increasing computational power.
A key observation from the literature is that whilst mature statistical models and deterministic models
have wide acceptance, the trajectory towards data and computing power abundance favours data-driven
approaches. Traditional methods fail to derive substantial added value from added data, especially
where this data has spatial relationships, or exhibits more complex interdependencies between features.
Overall, there is a general consensus that advanced recurrent neural networks are the way forward, but
a robust comparison against all alternatives is missing, hence warranting the present study.
3 Methodology
3.1 Overview
Based on the approaches observed in the literature an extensive, but not exhaustive, comparative
analysis of machine learning model types was conducted. Modern systems require predictions across
multiple locations and at multiple horizons in the future, so achieving predictions for c.1000 locations at
4 different horizons in a tractable manner was a prerequisite of models for inclusion in the study.
Otherwise, the study was limited predominantly by the available time and compute resources, so models
were chosen based on prevalence (and reported performance) in the literature, reputation in the broader
field on similar problems, and hypothesised suitability based on the nature of the model. As well as
models which would typically be referred to as ‘machine learning’, various linear models were also
included for comparison, and vector autoregression (VAR) was included as a more traditional approach,

Page 3

STAR 2018
Shaun Howell

although these classifications draw from the common usage observed in the discourse and are not used
normatively.
Based on these criteria, the model types included in the meta-analysis were:
• Artificial neural networks:
o Multi-layer perceptron (feed-forward neural network)
o Fully connected recurrent neural network (RNN)
o Long short-term memory (LSTM) recurrent neural network
o Gated recurrent unit (GRU) recurrent neural network
• Tree-based models:
o Adaptive boosting (AdaBoost) of regression decision trees
o Gradient boosted decision trees
o Random forest regression
o Decision tree regression
• Other machine learning models:
o Support vector regression
o K-nearest neighbours
• Statistical method:
o Vector autoregression model (VAR)
• Probabilistic regression:
o Gaussian process regression
o Bayesian ridge regression
• Simpler linear models:
o Simple linear regression
o Lasso regression
o Ridge regression
o Elastic net regression
o Lars regression
o Passive aggressive regression
• Baseline models:
o Naive step model
o Historical average model
3.2 Data collection, sampling, and pre-processing
The data was collected within the scope of an innovation project based in Milton Keynes, UK, supported
by InnovateUK. Sensors were deployed across all major junctions in the city, covering 100km . This
study uses data collected from the 411 sensors over a period of 3 months, where each sensor observed
traffic flows (counts per 5 minutes) separately for each of 2 carriageways, producing 27k rows of data.
The sensors are smart cameras, which use computer vision software to count and classify vehicles,
although only total counts were used in this study.
2

The count locations were filtered according to typical flows on the carriageway and sensor uptime (in
terms of when it first came online, and both planned and unplanned downtime), to provide the most
representative study possible. This resulted in 261 count locations being included. Missing values in the
data were then filled with ‘typical values’. A ‘typical value’ was defined as the mean observed value at
the target location, at the target time, and on the target day of the week. This produced a clean dataset,
which was then split into training (67%) and testing data (33%).
The data was kept at a 5-minute timestep, which provided the best accuracy in previous experience.
The prediction problem was then framed as a regression problem by lagging the dataset backwards
through time. Lags of 1, 2, and 3 timesteps were experimented with, but the accuracy impact of this was
typically less than 1%, so is not discussed further. At each timestep, the full vector of every location’s
traffic flow was fed into the prediction model, and predictions were made for all locations at a single
horizon in the future. This was then repeated for each horizon being predicted, which was kept as 5
minutes, 15 minutes, 30 minutes, and 60 minutes into the future.
3.3 Model testing
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For each of the model types, a grid search was conducted over the available hyperparameters. For each
model, and for each permutation of hyperparameters, the model was trained on the training data, and
then predictions were made over the testing data, which involved training and testing 2200 models.
Accuracy metrics were then reported against the testing data over the timesteps which did not originally
contain missing values. The reported metrics were mean absolute error (MAE), root mean squared error
(RMSE), and a custom metric which captures accuracy ‘per vehicle’ rather than MAE and RMSE, which
are averaged per timestep. This results in a metric which is less sensitive to accuracies at night when
roads are quiet. This metric, termed vehicle percentage accuracy (VPA), is calculated according to
equation 1, and produces a percentage-based accuracy metric which is significantly less sensitive to
the ‘exploding errors’ which the mean absolute percentage accuracy (MAPE) metric exhibits as the
ground truth becomes close to zero. Hence, this is a valuable and interpretable metric for transport
practitioners and was calculated across 5 and 15-minute windows of aggregation.
𝑉𝑃𝐴 = 100 ∙

∑𝑡|𝑐𝑜𝑢𝑛𝑡𝑎𝑐𝑡𝑢𝑎𝑙_𝑡 −𝑐𝑜𝑢𝑛𝑡𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑_𝑡 |
∑𝑡 𝑐𝑜𝑢𝑛𝑡𝑎𝑐𝑡𝑢𝑎𝑙_𝑡

(1)

The model training and testing was conducted on a single computer, as specified in table 1. GPU
acceleration was enabled for the artificial neural network models but wasn’t available and/or wouldn’t
be beneficial for others. Where possible, the load of model training was split across all CPUs available,
but models were trained sequentially so that none were hindered by the training of another model. Once
results had been produced, they were analysed to identify trends per model type, and ultimately to
evaluate the overall performance of each model type in terms of the accuracy metrics, sensitivity to
hyperparameter tuning (including number of hyperparameters), and speed of training and testing.
Table 1. Specification of hardware used
Component

Specification

CPU

Intel i7

GPU

NVIDIA Graphics Card

Physical memory

32GB

Hard drive

500GB SSD

Operating system

Ubuntu 16.04

4 Results
This section presents the outputs of the analysis of the hyperparameter grid search conducted, which
focused on three areas: model accuracy, issues around tuning each model’s hyperparameters, and a
comparison of training and prediction times.
4.1 Model accuracy
The previously described MAE, RMSE, and VPA metrics were collected by comparing the predictions
of the 21 models against the test data (not comparing against values which were originally missing). Fig.
1 shows the average MAE across all horizons for each model type, as a good overall representation of
model type performance. MAE was considered as the best metric of those reported due to stability and
interpretability. The best MAEs achieved by each of the top 10 models at each prediction horizon are
shown in Fig. 2. To highlight the difference between these top 10 models, their performance was
normalised within each metric and horizon: these best accuracies are then compared across horizons
in Figs. 3-6, and across metrics in Figs. 7-10. These figures also include the historic average baseline
model, to highlight the ‘breaking point’ of the various model types. A representative day of predictions
via the top 5 models is shown in Fig. 11.
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Fig. 1. Average MAE across all horizons for each model type

Fig. 2. Comparison of models at different horizons using MAE metric (not normalised)
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Fig. 3. Comparison of models at different horizons using MAE metric (normalised)

Fig. 4. Comparison of models at different horizons using RMSE metric (normalised)
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Fig. 5. Comparison of models at different horizons using VPA_5 metric (normalised)

Fig. 6. Comparison of models at different horizons using VPA_15 metric (normalised)
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Fig. 7. Comparison of models across each metric for the 5 minutes ahead horizon (normalised)

Fig. 8. Comparison of models across each metric for the 15 minutes ahead horizon (normalised)
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Fig. 9. Comparison of models across each metric for the 30 minutes ahead horizon (normalised)

Fig. 10. Comparison of models across each metric for the 60 minutes ahead horizon (normalised)
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Fig. 11. Representative day of predictions at 30 minutes ahead, from top 5 models
4.2 Training and prediction durations
As well as model accuracy, the training duration and testing duration was reported for each model. The
range of training and testing durations for each model type, across all of the experiments, are shown in
Figs. 12 and 13 respectively as box plots.

Fig. 12. Comparison of training times of different model types
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Fig. 13. Comparison of testing times of different model types
4.3 Hyperparameter tuning
Developing and deploying a prediction model into production requires tuning the model and maintaining
tuning over time. The complexity and sensitivity of this tuning is therefore an important consideration in
model choice, and includes both the overall number of hyperparameters, and the model’s sensitivity to
these in terms of accuracy and also speed. The number of hyperparameters per model is compared in
Fig. 14, then Fig. 15 shows the distribution of MAE values for each model type across the
hyperparameter permutations. Note that the number of hyperparameters is somewhat dependant on the
implementation of each model: in particular the ANN models’ hyperparameters were simplified such that
regularisation was assumed to be equal at each layer. Hence the number of hyperparameters of the
ANN models could increase significantly.

Fig. 14. Number of hyperparameters per model
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Fig. 15. Sensitivity of each model’s MAE to hyperparameter changes within the bounds searched, at
the 30 minutes horizon
5 Discussion
This section begins by eliciting findings from the results presented, starting with model accuracy,
followed by speed and then hyperparameter considerations. An overarching discussion is then provided.
The accuracy comparisons demonstrate that there is generally a divide between the 3 high-level groups
of model studied: statistical, deep learning, and other machine learning models. Some variation in the
model rankings does occur though according to the horizon and metric chosen. In general, the deep
learning models performed the best, followed by the other machine learning models, followed by the
statistical model. Two significant caveats to this are that i) at the 5-minute horizon, the statistical model
performed the best by a noticeable margin, followed by gradient boosting, and that ii) the gradient
boosting algorithm was competitive against the deep learning models at all horizons. A more nuanced
discussion of the results is warranted to assist with choosing a model for a specific production use case.
Figs. 2 and 3 demonstrate a clear trend that the linear and VAR models perform relatively better at very
short horizons, such as 5 minutes into the future, but relatively much worse at 15 minutes and beyond.
The inverse of this is true for all of the other top 10 model types. Specifically, VAR has the best accuracy
at 5 minutes ahead by a significant margin, but the deep learning models offer the best accuracy at
longer horizons, and are very comparable. This implies that at longer horizons, traffic has more complex
relationships with neighbouring locations, which neural networks are better structured to capture, which
agrees with the general consensus in the literature. It is interesting though that the performance of the
fully connected feed-forward ‘DNN’ model competes very strongly with the recurrent neural network
architectures, as this challenges recent studies which have found that recurrent networks outperform
traditional neural network architectures.
As well as the accuracy of the models, their ease of deployment and tuning was studied. Whilst deep
learning models performed the best at the 15-minute horizon and beyond, they exhibit significantly more
sensitivity to hyperparameter tuning than the other models, and have the most hyperparameters to tune,
as shown by Figs. 14 and 15. It should be noted that the accuracy of gradient boosting was almost as
good as the deep networks, and that gradient boosting has fewer parameters (to which it is also less
sensitive). This suggests that careful consideration should be given to the time investment required to
optimise a deep learning approach to achieve the highest possible accuracy, versus the simpler
alternative of gradient boosting. Such a consideration should also include the acknowledged
weaknesses of tree-based machine learning, such as worse out-of-sample prediction, and that
ensembling decision trees weakens their acclaimed interpretability.
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Regarding the speeds of the models studied, gradient boosting was significantly slower to train than the
ANN models, but this was likely due to using the SciKit Learn implementation of gradient boosting as
opposed to the XGBoost or LGBM implementations, which are notedly quicker (especially LGBM).
Exploring these alternatives represents an avenue for further study, although this isn’t expected to affect
the accuracy comparison findings. During the testing phase, the support vector regression model was
significantly slower than average, which is expected as all of the support vectors are used to make
predictions. The VAR model was also very slow to test, but this is because the model was iteratively
refitted to the new data through the test period, which is how the model would typically be used in
deployment, and is more common for statistical models. Overall though, the top models have
comparable prediction speeds, and their training speeds would all be sufficient for most use cases.
As well as considering the study’s direct applicability, the findings can be compared to the broader
literature. In particular, recent research has focussed on recurrent neural networks, especially LSTMs
and GRUs. The study’s findings agree with this overall research direction, but challenges some aspects
of this growing consensus. In particular, the deep feedforward network performed comparably to the
recurrent networks. Also, gradient boosting performed competitively, and outperformed deep learning
at the 5-minute horizon, along with vector autoregression.
Regarding the future of the research field, the author’s opinion is that recurrent neural networks are
likely to continue to improve, whilst tree-based ensemble models are not intuitively as well suited to the
problem of traffic prediction, and statistical models are not improving at the same rate as deep learning,
so research should continue to focus on recurrent (and feedforward) deep networks. However, it is highly
noteworthy that vector autogreression performed the best at the 5-minute horizon. Future work should
hence evaluate if using a higher sampling frequency leads to the same conclusion, or whether a deep
model would be able to learn and leverage more complex relationships therein.
As well as continuing to research which model best captures temporal dependencies and
interdependencies in traffic systems, very recent work into the application of convolution neural
networks, and especially graph convolutions (Li et al. 2017), to capture spatial relationships represent a
very promising approach, which is most naturally integrated with deep neural networks. Hence,
extending the presented study to include these latest advancements represents another area of future
work for the author.
6 Conclusion
An extensive study was undertaken to compare data-driven approaches to short-term traffic prediction,
which is an important and active field of study within intelligent transport systems. This aimed to produce
findings relevant to the research field, but also to practitioners intending to implement a traffic prediction
system, and so included pragmatic considerations related to training and prediction speed, and
hyperparameter tuning, as well as the accuracy achievable with each model type. The work was
undertaken in the context of an InnovateUK supported project in Milton Keynes, where traffic flow data
was collected from 411 smart cameras over a 3 month period.
Over the course of 2200 experiments, 21 model types were included in the study, including 4 deep
neural network models, 8 linear models, 4 decision-tree based models, 3 other models, and 2 baseline
approaches. A hyperparameter grid search was conducted and the models’ accuracies were reported
over unseen test data, along with training and prediction times. It was found that at the 5-minute horizon,
vector autoregression was the most accurate approach, but for the 15 - 60-minute horizons, the deep
learning models were the most accurate, with generally comparable performance achieved between the
recurrent and feedforward networks. Gradient boosting also performed competitively at the 15-60minute horizons.
As the difference between the top 10 models at each horizon was fairly small, practicalities around
model tuning, sensitivity, and speed are especially relevant when choosing a model for actual
deployment. Specifically, deep neural networks have the most hyperparameters of the models studied,
and are sensitive to hyperparameter choices, whereas gradient boosting has relatively few
hyperparameters, and wasn’t found to be particularly sensitive to these. This agrees with the very
widespread use of various forms of gradient boosting in the wider data science landscape but suggests
that careful benchmarking should be undertaken before choosing to use deep neural networks in
production at present.
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Overall, the study generally agrees with the surrounding literature; machine learning is a more powerful
approach to leveraging big data than traditional methods. Amongst machine learning technologies, deep
learning in particular offers the best accuracy, and the most promising research avenue, but does carry
additional difficulties for successful deployment. At present, gradient boosting and vector autoregression
should still be benchmarked alongside deep learning models prior to choosing a model for deployment.
Going forward, research should continue to investigate new deep neural network architectures and
applications for short term traffic prediction, as they represent the most promising long-term avenue.
The author’s future work will extend the comparative study with bleeding-edge deep learning models
such as graph convolutional neural networks, as well as considering a wider range of problem
formulations, a larger dataset, and cross-validating the findings using other datasets.
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